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My Background

A Committer and PMC member of Apache Lucene and Solr - main
focus is on development afuceneCore.

A Implemented fast numerical search and maintaining the new
attribute-based text analysis API. Well knowrGGaserics and
Sophisticated Backwards Compatibility Policeman.

A Elasticsearch lover.

A Working as consultant and software architecsatDataSolutions
GmbH in Bremen, Germany.

A MaintainingPANGAEA (Publishing Network for Geoscientific &
Environmental Data) where | implemented the portal's gpatial
retrieval functions with ApachkeuceneCore ancelasticsearch
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Lucene 5: New data safety features

Checksums in all indexfiles
i Checksumare validatedon eachmergé
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Lucene 5: New data safety features

Unique per segment ID.

I ensureghat the readerreallyseesthe
segmentmentionedin the commit

I preventsbugscausecbyfailur'esin replication
(e.g.,duplicatesegmentfile nameg



Lucene 5: New index safety features
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Lucene 5: Java 7 NIO.2

A Completeoverhaulof Luge
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Lucene 5;: Java 7 NIO.2

1aulof Lucemell® APIs
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Lucene 5: Java 7 NIO.2

A Completeoverhaulof Lu ® APIs

X 68736' T CeD) o.

i no moresegmeﬁts%en
i fsync()  on directory méfadata

*) https://github.com/policemantools/forbidden-apis



Lucene 5: Overhaul of Codec API

A Pull APIs throughout Codec components
I E.g.PostingsFormat

A Norms are now handled by separate codec
component
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Lucene 5: Index merging




Lucene 5: Index merging

A Linux: Detection if index is on SSD
| Better default merging settings

I Other operating systems assume spinning disks (no
change)




Lucene 5: Index merging

A Linux: Detection if index is on SSD
| Better default merging settings

I Other operating systems assume spinning disks (no
change)

A Merge Scheduler: Auto Throttling

I Automatically controls I/O rates based on
iIndexing/merging rate
I Stalling under high load is more unlikely!
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Lucene 5: Reduced Heap Usage

A Query Filtersisesnew bit settypes

A CachingWrapperFilter replacement

I New, highlyconfigureablefilter cache

i TracksF A f feeGuRde\df use

I Simplifiescodein ApacheSolrand Elasticsearch
A Mergingusesmuchlessheap




Lucene 5: Reduced Heap Usage

A Query Filtersisesnew bit settypes
A CachingWrapperFilter replacement

I New, highlyconfigureablefilter cache

i TracksF A f feeGuRde\df use

I Simplifiescodein ApacheSolrand Elasticsearch
A Mergingusesmuchlessheap

A Most classes now implemerccountable
I Allows to query heap usage
I Nice "tree view" on heap usage of index components
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Lucene 5: Reduced Heap Usage

A Query Filtersisesnew bit settypes
A CachingWrapperFilter replacement
I New, highlyconfigureablefilter cache
i TracksF A f feeGuRde\df use
Qi o T
~ ¢z (5.0.0):C8330469: 28MB
postings [...]: 5.2MB

fleld ' latitude '[...]: 678.5KB
term index [FST( nodes =6679, ...)]: 678.3KB
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Lucene 5: CustomAnalyzer

A Freely configurable Analyzer

A Based on SPI framework féokenizers
TokenFilterand CharFilters

A Similar to Apaché 2 fsdhlhda.xml:

I Generic names of components (likéasticsearch
I Sameconfigoptions like Apach&olr

A Builder API
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Lucene 5: CustomAnalyzer

A Freely configurable Analyzer

Analyzer ana =
CustomAnalyzer . builder (Paths . get ("/ path /to / config
. withTokenizer ( StandardTokenizerFactory.class )
. addTokenFilter ( StandardFilterFactory.class )
. addTokenFilter  ( LowerCaseFilterFactory.class )
. addTokenFilter  ( StopFilterFactory.class :
"IignoreCase ", "false ",
"words ", "stopwords.txt" :
"format ", "wordset ")
. build  ();

"))
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Die, FieldCache,... die, die, die!

A FieldCachés gonefrom LuceneCore
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Die, FieldCache,... die, die, die!

A FieldCachés gonefrom LuceneCore
A Use DocValues fields and APIs!




Die, FieldCache,... die, die, die!

A FieldCachés gonefrom LuceneCore
A Use DocValues fields and APIs!

A Not completely gone:

I UninvertingReader imisc/ module emulates
DocValues by uninverting index

I UninvertingReader allows to merge to a new index,
automatically adding DocValues!
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Lucene 5.1: Filter => Query




Lucene 5.1: Filter => Query

A Removal of Filters
I newOccur.FILTER inBooleanQuery

I Removed some duplicate classes already:
BooleanFilter, Term(s)Flilter,
NumericRangekFilter X




Lucene 5.1: Filter => Query

A Removal of Filters
I newOccur.FILTER inBooleanQuery

I Removed some duplicate classes already:
BooleanFilter, Term(s)Flilter,
NumericRangekFilter X

Query newq = new BooleanQuery.Builder()
.add(new QueryBuilder(analyzer).createBooleanQuery("content", "some query"), BooleanClause.Occur.MUST)
.add(new TermQuery(new Term(field, "Some Facet")), BooleanClause.Occur.FILTER)
Lbuild();
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Lucene 5.1: Filter => Query

A Removal of Filters
I newOccur.FILTER inBooleanQuery

I Removed some duplicate classes already:
BooleanFilter, Term(s)Flilter,
NumericRangekFilter X

A Backwards compatibility:
I Filter extendsQuery
I query API callgetDocldSet
I returns O as score (boost ignored)
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Lucene 5.1: Two Phase Iterators

A Splititeratorsinto cheap andexpensive part




Lucene 5.1: Two Phase Iterators

A Splititeratorsinto cheap andexpensive part

A Used byPhraseQuery
i CheapLJr NI A& UKS aYl G§OKA\
(conjunction)
I Expensive part is loading & checking positions
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Lucene 5.1: Two Phase Iterators

A Splititeratorsinto cheap andexpensive part

A Used byPhraseQuery
i CheapLJr NI A& UKS aYl G§OKA\
(conjunction)
I Expensive part is loading & checking positions

A Allows to share common code
_@doto IONS




Lucene 5.2: Span Queries

A Complete rewrite




Lucene 5.2: Span Queries

A Complete rewrite

A Uses Lucene 5.1 "two phase iterators"

A Shares code witBooleanQuery
(conjunction / disjunction)
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New features!




Lucene Point Values

(also known as dimensional values)

A Successor dflumericField
(Solr. TrieField )

A Iél/_lultidimensional (e.g. geographic coordinates): 8
Ims
A Up to 128 bits / 16 bytes per value (IPv6 range
gueries are now possible)

Seehttps://www.elastic.co/blog/lucenepoints-6.0
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https://www.elastic.co/blog/lucene-points-6.0

Legacy Numeric Range Queries
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Block k-d-Trees

Very similar approach likdumericField!
I Just more dynamic

I Adapts dynamically depending on number of
unique values!
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Lucene 6: Java Version
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A Java 8 is minimum requirement!




Lucene 6: Java Version

A Java 8 is minimum requirement!
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Lucene 6: Java Version

A Java 8 is minimum requirement!

Alucene -core.jar only usesompactl
profile

A All other (Lucene) parts usempact2 profile
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Lucene 6: Java 9 ?
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Lucene 6: Java 9 ?

A Compatibility withJava 9 module system
restrictions




Lucene 6: Java 9 ?

A Compatibility withJava 9 module system
restrictions

A Unicode 8:
T with ICU or Java 9
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Lucene 6: Java 9 ?

A Compatibility withJava 9 module system
restrictions

A Unicode 8:
T with ICU or Java 9

A Nightly tests with early access builds
I currentlyJava 9 build 121
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Lucene 6: Okapi BM25




Lucene 6: Okapi BM25
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BTW: What‘s Okapi BM25 ???




BTW: What‘s Okapi BM25 ???

A BM25 is ebagof-wordsretrieval function




BTW: What‘s Okapi BM25 ???

A BM25 is ebagof-wordsretrieval function

A probabilistic model instead vector space
model




BTW: What‘s Okapi BM25 ???

A BM25 is ebagof-wordsretrieval function

A probabilistic model instead vector space
model

A function of TF and IDF
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BTW: What‘s Okapi BM25 ???




BTW: What‘s Okapi BM25 ???

A TF is not unbounded: saturation!
i520dzYSyida 6A0K KAZTK
Increase score too much
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BTW: What‘s Okapi BM25 ???

A TF is not unbounded: saturation!
i520dzYSyida gA0K KAIK 4GS
Increase score too much
A Average document length

I Used with tuning factor to change significance of
repeated terms
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BTW: What‘s Okapi BM25 ???

A TF is not unbounded: saturation!
i520dzYSyida gA0K KAIK 4GS
Increase score too much
A Average document length

I Used with tuning factor to change significance of
repeated terms

A IDF similar to standard TBF
_@doto I0NS
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Watch talk by Britta Weber
Tomorrow, 14:30 to 15:10, Frannz Club




Lucene 6: Query API




A Filter

Lucene 6: Query API

completely gone!




Lucene 6: Query API

A Filter completely gone!

Query oldg = new FilieredQuery(
new QueryBuilder(analyzer).createBooleanQuery("content"”, "some guery"),
new FeemFilter(new Term(Ffield, "Some Facet")));




Lucene 6: Query API

A Filter completely gone!

Query oldg = new FilieredQuery(
new QueryBuilder(analyzer).createBooleanQuery("content"”, "some guery"),
new FeemFilter(new Term(Ffield, "Some Facet")));

Query newq = new BooleanQuery.Builder()

.add(new QueryBuilder(analyzer).createBooleanQuery("content", "some query"), BooleanClause.Occur.MUST)

.add(new TermQuery(new Term(field, "Some Facet")), BooleanClause.Occur.FILTER)
Jbuild();
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Lucene 6: Query API

A Filter  completely gone!
A Query unmodifiable




Lucene 6: Query API

A Filter completely gone!
A Query unmodifiable

Query newq = new BooleanQuery.Builder()
.add(new QueryBuilder(analyzer).createBooleanQuery("content", "some query"), BooleanClause.Occur.MUST)
.add(new TermQuery(new Term(field, "Some Facet")), BooleanClause.Occur.FILTER)
Jbuild();
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Lucene 6: Query API

A Filter completely gone!
A Query unmodifiable
A Query boost removed




Lucene 6: Query API

A Filter  completely gone!
A Query unmodifiable

A Query boost removed
I newBoostQuery




Lucene 6: "Anti-Feature"

Removal of Lucene 4 index
support!
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Lucene 6: "Anti-Feature"

Removal of Lucene 4 index
support!

A Get rid of old index segments:
IndexUpgrader in latest Lucene 5
release helps!

A Elasticsearch 5 has automatic index
upgrader already implementedSolr
users have to manually do this
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Apache Solr 6

Newreleasebundled
with Luceneb release

SQL Parseandanalyticsframework
(streamingAPI)




SQL Parser

A RequiresSolr Cloud setup

A New Streaming API behind the scenes
I Introduced inSolr5.1

A Presto Parser (Facebook)
A Parallelized across multipolrnodes
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SQL Parser

Supported operators
I SELECT (fields, functions, aggregations)
I FROM &olrcore / index)
I WHERESoIrquery parser)
I GROUP B%olrfacets/aggregations)
I ORDER B$%dlrsorting)




SQL Parser

Supported operators

I SELECT (fields, functions, aggregations)

SELECT fielda, fieldB, count(*), sum(fieldC), avg(fieldy)
FROM tableA

WHERE fieldC = "terml term2'

GROUP BY fielda, fieldB

HAVING ((sum(fieldC) > 1000) AND (avg(fieldy) <= 10))
ORDER BY sum(fieldC) asc

LIMIT 168




CALl Na e o

Connection con = null;

try {
con = DriverManager.getConnection("jdbc:solr://" + zkHost + "?collection=collectionl&aggregationMode=map reduce&numhorkers=2"};
stmt = con.createStatement();
rs = stmt.executeQuery("SELECT a s, sum{a_f) as sum FROM collectionl GROUP BY a_s ORDER BY sum desc");

while(rs.next()) {
String a_s = rs.getString("a s");
double s = rs.getDouble("sum");

}

} finally {
rs.close();
stmt.close();
con.close()

3

GROUP BY fieldA, fieldB

HAVING ((sum(fieldC) > 1000) AND (avg(fieldy) <= 10))
ORDER BY sum(fieldC) asc

LIMIT 160

[
I C
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Watch talk by Shalin Mangar!

next after, Maschinenhaus




Cross Data Center Replication (CDCR)

A Accommodate two or more data
centers

A Accommodate limited bandvith
crossdatacenter connections

A Minimize coupling between peer
clusters to increase reliability




Solr 6: More features
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A GraphQuery for graph traversal
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A GraphQuery for graph traversal
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Solr 6: More features

A GraphQuery for graph traversal

A Filters on realtime get

A DocValues fields return as stored

A Date support now full§SO-8601 conformant
i. I Ol SR oOjavatvie AP vy Qa
I Warning: reindex required for very early dates

_@doto I0NS

/i



Dimensional / Point Values gé 2 i °@

Delayed until version 6.2
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Delayed until version 6.2

A Community still discusses:

I Reindex requirement if old numeric fields need to be
upgraded to point values

I Requirement for DocValugso uninverting possible!)




Dimensional / Point Values

Delayed until version 6.2

A Community still discusses:

I Reindex requirement if old numeric fields need to be
upgraded to point values

I Requirement for DocValugso uninverting possible!)

A For now it still uses deprecated o
LegacyNumericField la Ol O]l SYR
TrieField

h;@c'crtcx I0NS

. @)



THANK YOU!

Question®




SD DataSolutions GmbH
Watjenstr 49
28213 Bremen, Germany
+49 421 40889786
http://www.sd -datasolutions.de



http://www.sd-datasolutions.de/

